

    
      
          
            
  
Welcome to Read the Docs

This is an autogenerated index file.

Please create an index.rst or README.rst file with your own content
under the root (or /docs) directory in your repository.

If you want to use another markup, choose a different builder in your settings.
Check out our Getting Started Guide [https://docs.readthedocs.io/en/latest/getting_started.html] to become more
familiar with Read the Docs.
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Contributing to kafka-connect-marklogic

kafka-connect-marklogic welcomes new contributors. This document will guide you through the process.


	Question or Problem?


	Issues and Bugs


	Feature Requests


	Submission Guidelines





[bookmark: question] Got a Question or Problem?

If you have questions about how to use kafka-connect-marklogic, please create an issue in the GitHub



[bookmark: issue] Found an Issue?

If you find a bug in the source code or a mistake in the documentation, you can help us by
submitting an issue to our GitHub Issue Tracker [https://github.com/sanjuthomas/kafka-connect-marklogic/issues]. Even better you can submit a Pull Request
with a fix for the issue you filed.



[bookmark: feature] Want a Feature?

You can request a new feature by submitting an issue to our GitHub Issue Tracker [https://github.com/sanjuthomas/kafka-connect-marklogic/issues].  If you would like to implement a new feature then first create a new issue and discuss it with project maintainer.



[bookmark: submit] Submission Guidelines


Submitting an Issue

Before you submit your issue search the archive, maybe your question was already answered.

If your issue appears to be a bug, and hasn’t been reported, open a new issue.
Help us to maximize the effort we can spend fixing issues and adding new
features, by not reporting duplicate issues.  Providing the following information will increase the
chances of your issue being dealt with quickly:


	Overview of the Issue - if an error is being thrown a stack trace helps


	Motivation for or Use Case - explain why this is a bug for you?


	Suggest a Fix - if you can’t fix the bug yourself, perhaps you can point to what might be
causing the problem (line of code or commit)






Submitting a Pull Request

$ git clone https://github.com/sanjuthomas/kafka-connect-marklogic.git
$ cd kafka-connect-marklogic






Create a branch for your changes

Okay, so you have decided to fix something. Create a feature branch
and start hacking:

$ git checkout -b my-feature-branch -t origin/master







Commit your changes

Make sure git knows your name and email address:

$ git config --global user.name "J. Random User"
$ git config --global user.email "j.random.user@example.com"





Writing good commit logs is important. A commit log should describe what
changed and why. Follow these guidelines when writing one:


	The first line should be 50 characters or less and contain a short
description of the change including the Issue number prefixed by a hash (#).


	Keep the second line blank.


	Wrap all other lines at 72 columns.




A good commit log looks like this:

Fixing Issue #123: make the whatchamajigger work in MarkLogic 8

Body of commit message is a few lines of text, explaining things
in more detail, possibly giving some background about the issue
being fixed, etc etc.

The body of the commit message can be several paragraphs, and
please do proper word-wrap and keep columns shorter than about
72 characters or so. That way `git log` will show things
nicely even when it is indented.





The header line should be meaningful; it is what other people see when they
run git shortlog or git log --oneline.



Rebase your repo

Use git rebase (not git merge) to sync your work from time to time.

$ git fetch upstream
$ git rebase upstream/master







Push your changes

$ git push origin my-feature-branch







Submit the pull request

Go to https://github.com/sanjuthomas/kafka-connect-marklogic and select your feature branch. Click
the ‘Pull Request’ button and fill out the form.

Pull requests are usually reviewed within a few days. If you get comments
that need to be to addressed, apply your changes in a separate commit and push that to your
feature branch. Post a comment in the pull request afterwards; GitHub does
not send out notifications when you add commits to existing pull requests.

That’s it! Thank you for your contribution!



After your pull request is merged

After your pull request is merged, you can safely delete your branch and pull the changes
from the main (upstream) repository:


	Delete the remote branch on GitHub either through the GitHub web UI or your local shell as follows:

git push origin --delete my-feature-branch







	Check out the master branch:

git checkout master -f







	Delete the local branch:

git branch -D my-feature-branch







	Update your dev with the latest upstream version:

git pull --ff upstream dev















          

      

      

    

  

    
      
          
            
  
Overview

Kafka Connect MarkLogic is a sink only connector to pull messages from Kafka to store in MarkLogic as JSON documents. Consider using Kafka MarkLogic Sync Connector for the following usecases.


	Near realtime ingestion requirements.


	Regulate the traffic towards MarkLogic.


	Requirement to maintain the order of the messages.


	A Kafka ecosystem exists.


	Replay messages using an offset.





High Level Architecture Diagram

[image: _images/KafkaConnectMarkLogic.png]Kafka Connect MarkLogic

This project is about the component marked in green. Refer here [http://confluent.io/product/connectors] to see the available list of source connectors.



Prerequisites

Apache ZooKeeper [https://zookeeper.apache.org] and Apache Kafka [https://kafka.apache.org] installed and running in your machine. Please refer to respective sites to download and start ZooKeeper and Kafka.



What is MarkLogic?

The MarkLogic is a multi-model schemaless NoSQL database to store, manage, and search JSON, XML, and RDF triples. For more details, please refer to MarkLogic official website.



What is Apache Kafka?

Apache Kafka is an open-source stream processing platform developed by the Apache Software Foundation written in Scala and Java. The project aims to provide a unified, high-throughput, low-latency platform for handling real-time data feeds. For more details, please refer to kafka home page [https://kafka.apache.org/].



Implementation details

To send data to MarkLogic, this connector make use of MarkLogic REST API. By default the /v1/documents endpoint at port 8000 is used. You may change that in the marklogic-sink.properties file. You may use your own REST/Service extension instead of the out of the box document API to do any transformation on the way in.

To listen to multiple topics, please add the topic name in the marklogic-sink.properties file. Current implementation will take the topic name and use it as the MarkLogic document collection name.



Data Mapping

MarkLogic is a schemaless document store/NoSQL database. Since we are working with plain JSON data, we don’t need a schema to serialize and deserialize the messages.

For stand-alone mode, please copy kafka_home/config/connect-standalone.properties to create kafka_home/config/marklogic-connect-standalone.properties file. Open kafka_home/config/marklogic-connect-standalone.properties and set the following properties to false.

key.converter.schemas.enable=false
value.converter.schemas.enable=false





For distributed mode, please copy kafka_home/config/connect-distributed.properties to create kafka_home/config/marklogic-connect-distributed.properties file. Open kafka_home/config/marklogic-connect-distributed.properties and set the following properties to false.

key.converter.schemas.enable=false
value.converter.schemas.enable=false





In distributed mode, if you run more than one worker per host, the rest.port settings must have different values for each instance. By default REST interface is available at 8083.



How to deploy the connector in Kafka?

This is maven project. To create an uber [https://maven.apache.org/plugins/maven-shade-plugin/index.html] jar, execute the following maven goals.

mvn clean compile package shade:shade install

Copy the artifact kafka-connect-marklogic-1.0.jar to kakfa_home/lib folder.

Copy the marklogic-sink.properties [https://github.com/sanjuthomas/kafka-connect-marklogic/blob/master/config/marklogic-sink.properties] file into kafka_home/config folder. Update the content of the property file according to your environment.

Alternatively, you may keep the kafka-connect-marklogic-1.0.jar in another directory and export that directory into Kafka class path before starting the connector.



How to start connector in stand-alone mode?

Open a shell prompt, move to kafka_home and execute the following.

bin/connect-standalone.sh config/marklogic-connect-standalone.properties config/marklogic-sink.properties







How to start connector in distribute mode?

Open a shell prompt, move to kafka_home and execute the following.

bin/connect-distributed.sh config/marklogic-connect-distributed.properties config/marklogic-sink.properties







How to produce some messages?

A couple of example message producers are available here [https://github.com/sanjuthomas/marklogic-kafka-sample-client].



Contact

Create an issue in the GitHub.



Contribute

Please refer to CONTRIBUTING.md [https://github.com/sanjuthomas/kafka-connect-marklogic/blob/master/CONTRIBUTING]



License

The project is licensed under the MIT license.



Looking for a connector that supports XML messages?

Drop me a line - ml@sanju.org
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